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OPTIMIZED AND FLEXIBLE MULTI-CRITERIA DECISION MAKING
FOR HAZARD AVOIDANCE
C. Bourdarias * , P. Da-Cunha*, R. Drai † , L. F. Simões ‡ and R. A. Ribeiro‡
Future exploration missions will take place in areas of high scientific interest,
which often consist in inherently hazardous craterized and erosion-modeled
landscapes. In such cases, an autonomous hazard avoidance function is mandatory to perform a safe soft landing. It involves a decision-making model, responsible for choosing an appropriate landing site by taking into account various criteria: risks, slope, scientific interest, propellant needed, guidance constraints,
Sun and Earth visibility etc. The fusion of all this information is a complex task
in itself, but the whole architecture of the process that leads to a decision needs
to be optimized as well so as to fit in a given on-board computer. This paper will
present a dynamic and adaptable multicriteria decision algorithm that relies on
non-exhaustive search methodologies to use only the relevant information, instead of evaluating the score of all sites which usually leads to an excessive
computational burden. This new architecture will be compared to the classical
methods. The performances of the whole decision model will be detailed in open
and closed-loop simulations in the cases of Mars and Lunar landings.

INTRODUCTION
Past exploration missions used different approaches for landing on distant bodies. Mars Pathfinder and the twin rovers MER performed missions with semi-hard landings: airbags were inflated around the lander, shortly before its release from a parachute 1 . It then bounced onto the
ground until it came to rest. On the other hand, the soft landing scenario, played in the earlier Viking missions, recently in the Phoenix mission and also scheduled for future missions, consists in
achieving quasi null velocity at landing by propulsive braking 2 . In both cases the landing zone
must be safe – gentle slopes, small boulders, no cliffs or ridges – in order to avoid tearing the airbags or having the lander tipped over at landing, because these missions landed blind and had no
way to determine the hazards underneath. This requires a detailed knowledge of the planet surface features beforehand and the selection of a safe area large enough to cope with landing trajectory dispersions.
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However, future exploration missions will be targeted towards areas of high scientific interest.
Such areas often consist in inherently hazardous craterized and erosion-modeled landscapes
where semi-hard landing is excluded. As a result, these missions will require significant autonomy on-board to perform a soft landing scenario where a safe landing site is chosen in real time.
To achieve this task, the so-called hazard avoidance techniques implement on-board intelligence with heterogeneous data fusion and decision making, taking into account ground observations and other available information such as mission and trajectory re-planning constraints. Astrium ST has been constantly improving its hazard avoidance techniques first developed in the
1990s in the frame of the Integrated Vision and Navigation ESA contract 3 . This paper presents
the work performed in the development and validation of a new decision-making model based on
fuzzy logic and non-exhaustive search methodologies.
HAZARD AVOIDANCE AND SITE SELECTION
Hazard Avoidance architecture
The general flight control software architecture with hazard avoidance component is depicted
in Figure 1.

Figure 1. Typical Flight Control Software architecture with Hazard Avoidance

The hazard avoidance function implements the capability to autonomously select and reach a
safe landing site. It processes inputs from imaging sensors (typically a combination of camera,
RADAR or LIDAR) and from the navigation function in order to provide a targeted site to the
guidance. It is traditionally divided into three sub-functions 4, 5, 6 :
-

Hazard mapping that estimates ground features (hazards, slopes, shadows…) based on
data acquired by the imaging sensors;
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-

Trajectory planning that anticipates the fuel consumption, the target reachability with respect to the propulsive capabilities and the target visibility at each moment of the descent,
for each candidate site;

-

Site selection that chooses a suitable landing site based on available hazard maps, mission,
propulsion and guidance constraints. It takes decisions regarding the “best” on-ground targets to reach at each iteration, and if necessary, recommends a retargeting towards a safer
and more interesting site during the descent.

The hazard avoidance function can run either “continuously” during the descent with a given
frequency (typically 1 Hz) or only two or three times at predetermined moments (in this case, the
decision for a retargeting can be taken only at these times). The first case present many advantages since it benefits from time fusion and redundancy: information acquired in one iteration
present similarities with the ones of the previous iteration; sites can be tracked across iterations
and the system is more robust. The decision for a retargeting can be taken at any relevant moment. However, such an approach requires significant CPU capabilities, as it is needed to detect
hazards and take a decision within a short amount of time (e.g. 1 second). The latter case can be
considered if the inputs generation (hazard mapping and trajectory planning) is too long; however
such an approach is dangerous because it leads to a decision based on the information acquired in
one iteration only (this information can be inaccurate) and it sets the time at which retargeting can
occur.
In our approach, the hazard avoidance function runs “continuously” during descent with a frequency set to 1 Hz. Thanks to the innovative concepts introduced in our new site selection function, this frequency is realistic with regards to real-time constraints.
Site selection criteria
The goal of the site selection function is to select in real-time an adequate landing site which
meets mission, safety and reachability requirements:
-

the site must be compliant with mission constraints such as scientific interest, visibility
from Earth etc.;

-

the site must be safe with respect to local slope, illumination level and terrain roughness;

-

the site must be reachable with the remaining fuel and the spacecraft propulsive capabilities;

-

the site should remain visible to the imaging sensor throughout the descent so that its estimated characteristics can be continuously updated.

More precisely, the eight criteria considered in this paper and that will lead to the choice of a
new target are:
-

shadows: derived from camera image grey levels;

-

slope: estimated through processing of either from camera, LIDAR or RADAR data4;

-

texture or roughness: obtained for example from a multi-resolution variance analysis of
the camera image5, 7 ;

-

fuel needed to reach the considered target (trajectory planning algorithm)6;

-

reachability of the considered target: feasibility of a retargeting, taking into account guidance limitations and camera visibility constraints along trajectory (trajectory planning algorithm)6;
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-

distance of the considered target to the current target;

-

scientific interest: distance to pre-defined landing sites with known absolute position (e.g.
sites of scientific interest);

-

Sun / Earth visibility: visibility of the Earth (for communications) or of the Sun (for power
generation) from the landing site.

Example inputs from hazard mapping (slope, texture) and trajectory planning (fuel needed,
reachability) are given on Figure 2.

Figure 2. Example input maps.
Top (left to right): camera image, slope, texture.
Bottom (left to right): propellant needed, reachability.

New site selection function objectives
The main objective of the work presented in this paper was to formalize, develop and implement a new site selection module including a flexible and dynamic mathematical decision-making
model for rating and ranking alternative landing sites (a landing site can be either a pixel or a region of pixels if the lander footprint in the image is larger than one pixel). Furthermore, it includes indications for retargeting towards an appropriate site at the relevant moment.
The most important components of this project are:
1. Definition of a data preparation process that:
-

filters, normalizes and transforms the data to be properly manipulated;

-

handles imprecision and uncertainty both in data and in the model by using a
fuzzy logic approach.
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2. Definition and formalization of a novel dynamic decision algorithm that:
-

takes into account historical information during the decision iterations to select
the best sites for landing;

-

includes a process to deal with regions, instead of pixels, when as altitude decreases the lander footprint in the image is larger than one pixel;

-

ensures mathematical consistency, flexibility and robustness of operators and algorithms within the fuzzy multiple attribute decision making theory.

3. Definition of a retargeting process that decides when a retargeting should occur and
chooses the best site for landing. The retargeting frequency and the new targets distances shall be compliant with guidance and control constraints of the lander.
4. Compliance with real-time constraints.
The most important characteristics of the fuzzy logic approach are three folded: it can deal
with imprecise concepts and intrinsic problem uncertainties; it is capable of providing an intelligent normalization procedure; it provides large panoply of flexible and robust operators for rating
and ranking.
DYNAMIC DECISION-MAKING MODEL DESCRIPTION
Regions aggregation and parameters variation along descent
Depending on the altitude, a landing site can be represented either by a pixel or by a region of
pixels. The latter is considered when the surface area occupied by one pixel in the hazard maps is
smaller than the lander footprint and is denoted as “regions aggregation” in the next paragraphs.
In such situations, the evaluation of the landing site represented by a pixel has to consider simultaneously the ratings of neighboring pixels that together represent a terrain area big enough for
the lander to land. Both cases implement a slightly different parameterization of the decision
model, and trigger the activation of different processes. With this 2-phased approach, the complete decision-making process allows the consideration of different aspects of the site selection
that depend on the lander distance from the ground surface.
Each phase is then divided into two sub-phases to allow even more changes of parameters as
the altitude decreases. For example, it can be interesting to give a high importance to the scientific
interest criterion at the beginning of descent where a lot of possible candidates are safe with respect to terrain roughness (boulders are not yet visible). Then, as the hazards become more visible
at a lower altitude, the importance of scientific interest can be significantly lowered and the
weight of roughness and slope criteria can be increased to ensure a safe landing.
Non-exhaustive search methodologies applied to site selection
In previous work using a Multi-Attribute Decision Making approach, pixels on the input maps
were seen as alternative landing sites and were evaluated exhaustively4. Such an approach is optimal in terms of identifying the sites with highest quality, but is hardly feasible in a real-time
environment with the foreseen CPU platforms (e.g. LEON 3). The solution implemented in this
work consists in the application of non-exhaustive search methodologies that try to locate the best
site using an intelligent navigation through a minimal sample of the alternatives set 8 . Such an approach trades off the absolute certainty in finding the best site for a very significant reduction in
computational time.
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The aggregation of processed input values by the decision model produces a gradual variation
in the quality values of neighboring landing sites. This gradual variation provides a gradient that
is exploitable by metaheuristic algorithms. Site selection can then be seen as an optimization
problem, where the site coordinates are the optimized variables. The search algorithm will iterate
on the following scheme:
1. Start from an initial set of alternatives (site coordinates), obtain assessment of those
alternatives (using the hazard maps, the trajectory planning and the absolute position
information of the sites) and rate them.
2. Then, using the partial information obtained regarding the structure of the search
space, the search algorithm will generate a new set of candidate solutions that will
balance in some way the opposing goals of exploration (the bias towards acquiring
better information regarding the structure of the search space) and of exploitation (the
bias towards making use of the knowledge already acquired to converge on solutions
that improve the best solution found so far).
3. This process is repeated until some termination criterion is met (for example, convergence criterion or maximum number of sites evaluation).
Figure 3 gives an example of the search space at beginning of a Martian descent. White dots
represent the actual sites evaluated by the search algorithm during its convergence towards the
best site; in this example only 1% of the pixels were allowed to be evaluated and it was sufficient to converge and find the best solution 9 .

Figure 3. Left: example of search space, resulting from aggregation of all criteria.
Evaluated sites (sites visited by the search algorithm) are represented by white dots.
Scale is the quality of the site, between 0 (worst) and 1 (best).
Right: corresponding camera image.

The differences between the classical method (exhaustive evaluation of sites) and our new solution based on non-exhaustive search methodologies are explained on Figure 4 and Figure 5.
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Figure 4. Simplified view of classical site selection based on exhaustive evaluation.
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Figure 5. Simplified view of site selection based on non-exhaustive search methodologies.

Dynamic decision-making model architecture
The search algorithm, responsible for finding the best landing site using optimization techniques, is included as part of a new global Dynamic Decision-Making Model (DDMM)9. Once
the solutions are obtained, the ranking of evaluated sites and the historic process take place. Retargeting towards a better site is finally envisaged. The whole DDMM is depicted on Figure 6.
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Figure 6. Dynamic Decision-Making Steps.

The main steps of the model are described below. A first, high-frequency loop consists in the
evaluation of the solutions given by each step of the search algorithm (i.e. during its convergence
towards the best site in the current iteration):
-

Data processing deals with the definition and preparation of the inputs for the decision
model. It includes two main tasks, specific to each criterion:
o

normalization and representation of the input maps as the criteria for the decision model. It consists in the fuzzification of the hazard maps and filtering by
taking into account the degrees of confidence and accuracy (intrinsic imprecision and uncertainty found in the input values) 10, 11 .

o

definition of each criterion’s relative importance (weights).

-

Rating process refers to the classification of each alternative regarding all criteria,
weighted with their relative importance. Different rating methods can be considered6, 12 .

-

Regions aggregation refers to the process of obtaining a rating value that aggregates the
ratings of the pixels in a neighborhood that corresponds to a terrain area matching the lander footprint. A specific operator is being used for this task. As a result, the rating of a site
takes into account the whole surface occupied by the lander at touchdown 13 .

Once the search algorithm meets its termination criterion (“End Search” block is then set to
Yes), the second, low-frequency (1 Hz) loop is executed:
-

Ranking refers to the ordering by rating of the alternatives evaluated during the execution
of the search algorithm.
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-

Historical process determines a subset of quite-good alternatives from the ranked alternatives, to be considered as feedback information from one iteration to the next one.

-

Retargeting process process uses the information collected by the remaining processes. It
monitors the quality of the lander’s current target over time, and recommends the best
identified alternative if the need for a retargeting is identified.

Each second, this whole decision-making system delivers a recommendation: either keep the
current target or change it; in the latter case the coordinates of the new target are provided.
OPEN-LOOP VALIDATION
The correct behavior of the new site selection function was first verified in open-loop. Each
step of the decision model described in the previous paragraph has been validated in unitary tests
(data processing, rating process, regions aggregation, non-exhaustive search algorithms and retargeting rules).
The main risk when using a non-exhaustive approach for identifying the top-rated sites in an
image is that those sites may be in parts of the image that are not evaluated by the algorithm. The
optimization algorithms used in our function are known to be capable of delivering excellent levels of performance in problems characterized by huge combinatorial search spaces, where more
traditional techniques fail and exhaustive approaches are out of question. But even so, being nonexhaustive search algorithms, there is a chance of only sub-optimal solutions being found.
To evaluate the search algorithm performances in terms of quality of the chosen site, 96000
search problems were generated for various landing scenario9, 14 . Prior to the experiments, an exhaustive evaluation of all sites was performed so as to generate “oracles” with complete knowledge of the search space. This provided access to the true rank of a site (the rank that would be
obtained if the classical exhaustive approach was used) within the non-exhaustive search approach.
In 83% of the 96000 runs, the search algorithm was capable of finding the optimal solution
(i.e. the same solution as with the exhaustive evaluation of sites) while evaluating only a small
percentage of the search space. The targeted number of evaluations was 1% of the total number of
pixels (we used 512x512 pixels images, so 2621 evaluations were allowed). Furthermore, in
99.5% of those runs, the best identified solution was among the top 50, out of the available
262144. On average, only 676 pixels evaluations were needed to converge towards the final solution. The remaining evaluations could then be used to run the search algorithms at least two more
times to further reduce the probability of obtaining a site with poor rank. The worst case in these
experiments was still a safe site, having a quality value of 0.82 in a scale from 0.0 to 1.0 (the best
quality being 1.0).
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CLOSED-LOOP PERFORMANCE CAMPAIGN
The closed-loop performance campaign has been carried out on ASTRIUM-ST simulator for
GNC and Hazard Avoidance technologies in the frame of interplanetary landing. This simulator
can support closed-loop GNC studies with camera and LIDAR-based hazard avoidance functions.
Images are provided by a PANGU * TCP server in the loop. Both typical Martian and Lunar landing cases were considered with various terrains and illumination conditions. Two examples are
presented below.
Martian landing
We consider here a typical Martian terrain with dunes, craters and terrains as represented on
Figure 7.

Figure 7. Typical Martian terrain seen from 100m high.

The initial position is set to 2 km above the initial target. Seen from 2km high, this initial target seems to be in a quite safe area surrounded by risky areas (see left picture of Figure 8), but as
the altitude decreases a big boulder becomes visible (right picture of Figure 8).

Figure 8. Initial target seen from 500m high (left) and 50m high (right)
(initial target is the center of the yellow circle)

*

PANGU is a scene generator for interplanetary terrains developed by the University of Dundee in the frame of an
ESA contract.
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Without hazard avoidance enabled, the trajectory profile is a powered vertical descent.
As the boulder is visible only in the last part of the descent, the goal of the hazard avoidance
function in this test case is to quickly analyze the risks and trigger a retargeting towards a safer
site.
The evolution of ratings during descent is shown on Figure 9. The solid red line represents the
rating of the targeted landing site, taking into account its past ratings (time-average). It is the
quantity used internally to take the decision. The dashed blue line is the instantaneous rating of
the targeted pixel, i.e. only taking into account this iteration. The dotted green line is the rating of
the best pixel in the search space. This pixel is not known by the search algorithm: it represents
the goal to be reached by the optimization algorithm (the pixel that would be qualified as the best
one if an exhaustive evaluation was performed).
The instantaneous rating of the targeted pixel suddenly drops at t=23 seconds: this corresponds to the time at which the boulder becomes visible in the image. At t=26 seconds, a retargeting is triggered according to one of the retargeting rules (the current site rating value falls below
80% of the time-average of the best tracked site). This retargeting is performed towards the best
pixel in the image, which means that the search algorithm managed to find it.
After the retargeting, the targeted pixel and the best pixel are joined so no other retargeting is
needed.

Figure 9. Ratings and retargetings

The retargeting magnitude is rather small, only 14 meters: a safe site is available next to the
boulder and the distance to current target criterion will give it a better score than distant sites
(provided that the weight of this criterion is high enough with respect to other criteria weights,
which is the case here).
If we look at the ratings only in terms of “terrain properties” (only slope, texture and shadows
criteria), we obtain the plots of Figure 10. The top-left plot shows the ratings obtained by aggregation of slope, texture and shadows for the current target and for the best pixel (the one that
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would be chosen if using exhaustive evaluation of sites). The three other plots show the values of
slope (in degrees), texture (no unit, the lower the better) and pixel intensity (low values are in the
shadows, acceptable bounds are represented by green dashed lines).
The evolution of the terrain-rating shows the same kind of behavior as the full rating but with
a higher drop due to the absence of other criteria that were still good despite the boulder (typically reachability, fuel and distance). We can see the effect of the boulder appearance: simultaneously higher slope, higher texture and the pixel intensity that falls below the acceptable bounds.
After the retargeting, all these terrain hazards disappear and the final landing site is safe.

Figure 10. Terrain-rating (slope, texture and shadows)

The trajectory profile resulting from hazard avoidance is shown on Figure 11. Coordinates are
in Terrain Reference Frame, typically X towards East, Y towards North and Z is the local vertical
towards the sky.
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Figure 11. Trajectory profile with hazard avoidance

Lunar landing
The Lunar case considered below has several differences compared to the Martian case presented above:
-

the camera is tilted with respect to the vehicle longitudinal axis;

-

the trajectory is not vertical but steeper, which means that the horizontal velocity is no
longer negligible;

-

the dynamics is different due to a lower gravity and the absence of atmosphere;

-

the hazard avoidance phase lasts longer.

The terrain used in this example is shown on Figure 7. It is an over-cratered terrain with boulders. The Sun elevation is set to 5°, which leads to a rather dark environment. Without hazard
avoidance, the trajectory is represented on Figure 13 (X-Z plane where X is towards East and Z
towards the sky).
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Figure 12. Left: typical Lunar terrain seen from 100m high.
Right: View from initial position (2.2 km high), yellow circle is the initial target and green stars are
sites of scientific interest.
Sun elevation is 5°.

Figure 13. Trajectory in the X-Z plane of Terrain Reference Frame (without hazard avoidance).
X is towards East, Z is towards the sky.

The initial position is set to 2.2 km above the initial target and at a horizontal distance (down
range) of 2.2 km. This initial target is set in an over-cratered area with a big boulder in the middle. The initial horizontal velocity is set to 100 m/s.
In this configuration, two retargetings are triggered by the site selection. The first one is
achieved after 4 iterations (t=4 seconds) to escape from the shadows that are already visible since
the beginning of descent. It has a magnitude of 330 meters. The second one is triggered at t=40
seconds to land in a less textured area, it has a magnitude of 75 meters. Figure 14 illustrates these
two retargetings by showing the discarded and new targets.
The evolution of ratings is shown on Figure 15. Both retargetings have the expected effect:
improving the rating of the targeted pixel towards the best pixel available. Note however that in
this Lunar case, unlike in the Martian case presented above, the targeted pixel after a retargeting
is not the absolute best pixel in the map, which means that the search algorithm did not necessar-
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ily found it. This can be explained by the structure of the search space that has a less visible gradient of the sites quality due to the combination of a lot of risky areas and a less important weight
in the reachability map.

Figure 14. First (left) and second (right) retargetings

Figure 15. Evolution of ratings

On Figure 16, the terrain-rating and terrain properties show that the first retargeting was mandatory to have an illumination in the acceptable bounds. The second retargeting was performed to
reduce the texture by a factor of 2. In the end of the trajectory, the landing site is safe.

16

Figure 16. Terrain-ratings (slope, texture and shadows)

Robustness analysis
To ensure the robustness of the implemented solution, multiple simulations (300) have been
performed in closed-loop on a typical Martian terrain with the introduction of randomness. Initial
vehicle conditions were randomly chosen, as well as the initial target. Then, the landing site at the
end of descent has been compared to the initial target in terms of slope, texture and shadow (pixel
grey level). All these quantities were averaged on the lander size and computed using the exact
same process for the initial target and for the final target. For example, the texture value of a landing site is the result of image processing and depends on the altitude at which the image has been
taken. To do the comparison, the texture was computed using an image taken at 150 m above
both targets, and not using an image at the beginning of descent and an image at landing.
300 simulations have been performed; the positions of the initial targets and final landing sites
are illustrated on Figure 17 as white crosses.
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Figure 17. Left: Randomly-chosen initial targets (seen from 2000m high).
Right: final landing sites (seen from 2000m high).

Over all cases, the slope at the final landing site was never greater than the slope at the initial
target and was always inside the acceptable bounds (less than 20°). The texture level at the final
landing site was never greater than the texture level at the initial target. The pixel intensity at the
final landing site was always within the acceptable bounds.
As an example, Figure 18 shows the obtained results for the pixel intensity. The left part of the
figure contains the values at the initial targets, for the 300 simulations. The right part of the figure
shows the values at the final landing sites. All sites that were too dark (in the shadows) or too
bright (saturation) were changed to more average values during descent by retargetings, compliant with the upper and lower bounds defined in the parameterization.

Figure 18. Pixel intensity at initial target and final landing site (shadow criterion).
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The ultimate goal of site selection is to land in a safe site. The analysis of these multiple simulations shows the robustness of the new site selection function in the achievement of this goal on
this particular terrain.
REAL-TIME CAPABILITIES
One of the key concepts of this work is the use of non-exhaustive search methodologies. This
idea was introduced when it became obvious that generating all the hazard maps (and trajectory
planning) was too costly in terms of CPU to cope with stringent real-time requirements. Our new
site selection function is capable of finding a safe site by evaluating only a small proportion of
pixels (only 1% was used in all these closed-loop experiments); consequently the hazard maps
only need to be computed for these pixels.
An evolution of the hazard avoidance architecture is needed so that the site selection can “ask”
for the computation of values to the hazard mapping and trajectory planning blocks, only at the
points explored by the search algorithm. This is where huge gains are expected since the hazard
mapping is a very costly operation in terms of CPU. Only the real-time capabilities of the site
selection function itself have been studied in the frame of this work. The whole new hazard
avoidance architecture is still to be implemented and associated performances to be assessed. The
results showed that one call to the new site selection function based on non-exhaustive search
methodologies takes 4 milliseconds whereas one call to our reference site selection based on exhaustive approach takes 200 ms (on the same desktop computer, with the same environment).
CONCLUSION
The work presented in this paper led to an innovative and sophisticated function dedicated to
autonomous Decision Making for the selection of a safe landing site. Compared to previous projects, this decision model introduces a lot of new possibilities for assigning the weights to the criteria and for changing them along the descent, new ways of handling uncertainty in the input data
through fuzzy logic and is able to take into account a high number of criteria in the decision process. Moreover, all parameters are easily tunable, so this new site selection function can be used in
a wide variety of missions.
This project proves the feasibility and usefulness of fuzzy logic for site selection, by providing
a sound mathematical formulation, implementing a prototype and evaluating its performances for
relevant scenarios. Moreover, the use of non-exhaustive search methodologies is a very innovative solution to cope with the real-time constraints. This work offers new ways of designing the
whole hazard avoidance system so that is can be compliant with stringent real-time requirements;
this new architecture can run continuously during descent to take advantage of time fusion (and
thus be more robust) and to recommend a retargeting at any appropriate moment.
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